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Demand is growing for Internet Protocol (IP) multicast services to extend applications across Internet service
provider (ISP) network boundaries to a wider audience. To meet this need, sophisticated protocols such as
Protocol Independent Multicast sparse mode (PIM-SM), Multiprotocol Border Gateway Protocol (MBGP),
and Multicast Source Discovery Protocol (MSDP) are available in Cisco Internet Operating System (Cisco
IOS(r)) software that provide solutions for successfully implementing native interdomain multicast service.
Interdomain Multicast Solutions Guide is a complete, concise, solutions-based book that shows how to deploy
IP multicast services. The book begins with a technology description that defines IP multicast and summarizes
various methods of deploying multicast services. From there, readers are presented two distinct interdomain
multicast solutions using MSDP and Source Specific Multicast (SSM), respectively. These two solutions
feature complete design and implementation scenarios that reflect real-world applications. The appendix
includes a command summary that describes all the IOS commands discussed in the book.
Cisco IOS software is a feature-rich network operating system that runs on almost every platform and device
that Cisco(r) offers. Cisco customers who use IOS documentation have requested more robust and more
complete configuration examples to help in their day-to-day implementation of IOS. The Cisco Systems(r)
IOS Documentation department has met that customer demand by creating a new documentation type called
an integrated solutions document (ISD). ISDs provide concise design and application information, explaining
how to integrate specific feature functionality within an existing network environment. By combining
solutions-based ISDs with Cisco IOS configuration and command reference material, Interdomain Multicast
Solutions Guide provides you with a complete interdomain multicast deployment guide.
• Learn from Cisco-tested and industry-proven solutions with configuration examples
• Explore concise design and application information that details how to integrate specific IOS feature
functionality within an existing network environment
• Incorporate the solutions in a variety of service provider and enterprise networking environments
• Refer to command reference and configuration material essential to implementing interdomain
multicast
1
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• Assess the three stages of implementing multicast: establishing intradomain multicast, establishing
interdomain multicast, and connecting customers to an ISP infrastructure
• Understand how SSM is in use in networks today and look ahead to how Internet Group Management
Protocol version 3 (IGMPv3) will be utilized in the future
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address-family ipv4 Command
debug ip igmp Command
debug ip mrouting Command
debug ip urd Command
ip cgmp Command
ip igmp v3lite Command
ip igmp version Command
ip mrm Command
ip mrm manager Command
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ip mroute-cache Command
ip msdp cache-sa-state Command
ip msdp originator-id Command
ip msdp peer Command
ip msdp redistribute Command
ip msdp sa-filter in Command
ip msdp sa-filter out Command
ip multicast boundary Command
ip multicast multipath Command
ip multicast-routing Command
ip pim Command
ip pim accept-register Command
ip pim accept-rp Command
ip pim bsr-border Command
ip pim rp-address Command
ip pim send-rp-announce Command
ip pim send-rp-discovery Command
ip pim spt-threshold Command
ip pim ssm Command
ip urd Command
manager Command
match nlri Command
neighbor activate Command
neighbor default-originate Command
neighbor peer-group (creating) Command
neighbor remote-as Command
neighbor route-map Command
network (BGP) Command
receivers Command
redistribute (IP) Command
senders Command
set nlri Command
show ip bgp ipv4 multicast summary Command
show ip bgp neighbors Command
show ip igmp groups Command
show ip mbgp summary Command
show ip mroute Command
show ip msdp peer Command
show ip msdp sa-cache Command
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Introduction
The objective of this book is to assist network architects and operators in designing and implementing Cisco
IP multicast into their production networks by providing verified end-to-end network design and configuration
examples. This book targets competent, proficient, and expert users. The solutions presented in this book are
intended primarily for network administrators and operations teams working for service providers that provide
IP multicast services to their customers. The solutions are also useful for enterprise customers who want to
establish IP multicast services within their own network environment.
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Organization
This book is organized into four parts, as follows:
• Part 1 provides a brief summary and review of IP multicast.
• Part II provides interdomain multicast solutions using Protocol Independent Multicast Sparse Mode
(PIM-SM), Multiprotocol Border Gateway Protocol (MBGP), and Multicast Source Discover Protocol
(MSDP). The solutions described in Part II are based on a network topology consisting of four
different Internet service providers (ISPs). The interdomain multicast implementation for each ISP is
presented separately, with emphasis on the following three implementations:
- intradomain multicast
- interdomain multicast
- connecting customers to an ISP infrastructure
• Part III provides interdomain multicast solutions using Source Specific Multicast (SSM). The
solutions described in Part III are an extension of the interdomain multicast solutions presented in Part
II of this book and focus mainly on implementing SSM using URL Rendezvous Directory (URD).
• Part IV is a command summary appendix consisting of all of the multicast commands discussed in
this book.
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Evolution of Interdomain Multicast Solutions
Before approaching the interdomain multicast solutions presented in this book, it helps to have some context
about how interdomain multicast solutions evolved from 1992 to the present day (2002). Please note that this
section is intended as an informal summary, and not a comprehensive historical survey.
Figure I-1. Multicast Deployment Timeline

In 1986, Steve Deering created the first practical implementation of multicast when he was a student at
Stanford University. He wanted to create a mechanism by which multicast data could flow between IP
subnetworks. His initial solution consisted of two protocols: Internet Group Message Protocol (IGMP) and
Distance Vector Multicast Routing Protocol (DVMRP). IGMP enabled individual hosts to join or leave a
multicast group by interacting with a multicast-enabled router. IGMP is discussed in detail in Chapter 1, "IP
Multicast Technology Overview." DVMRP is a dense mode protocol and works on the "flood and prune"
principle. DVMRP enabled multicast routers to share information about how nodes were connecting to
multicast sources. Internet Group Message Protocol Version 1 (IGMPv1) and DVMRP were used to establish
the first practical application of multicast, the Multicast Backbone (MBone), in 1992.
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The MBone was (and still is) an overlay network comprised of tunnels using DVMRP to connect various
isolated "islands" of multicast-enabled nodes. It was successful as a bootstrap multicast network but, because
of the inherent limitations of DVMRP (for example, the 32-hop limit) and the fact that tunnels were used, the
MBONE could never be considered a true multicast solution.
To move beyond the limitations imposed by DVMRP (and move toward native multicast deployment),
various developers associated with the IETF developed other protocols, the most successful of which was
Protocol Independent Multicast Sparse Mode (PIM-SM). PIM was designed to operate with any unicast
routing implementations and to leverage existing unicast routing protocol table information (this approach is
in contrast to DVMRP, which maintained its own multicast routing table). PIM-SM distributes information
about active sources by forwarding data packets on the shared tree; PIM uses rendezvous points (RPs) on the
shared tree to accomplish this. PIM-SM has become the model by which both intradomain and interdomain
multicast is deployed.
Because PIM-SM no longer maintains a separate multicast routing table, there is the possibility within
non-congruent networks (meaning networks where multicast is not uniformly deployed) for Reverse Path
Forwarding (RPF) failure.
The requirement to support non-congruent networks led to the development of Multiprotocol Border Gateway
Protocol (MBGP). With MBGP, multiprotocol extensions were added to the Border Gateway Protocol (BGP).
MBGP (as described in RFC 2858) uses standard BGP characteristics to keep additional Routing Information
Bases (RIBs) for protocols other than IPv4 unicast. One of these additional RIBs is the multicast RIB (MRIB),
which allows non-congruent unicast and multicast routing to exist and still perform a successful RPF check.
Using MBGP allowed ISPs to create a true interdomain multicast network.
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Challenges in Deploying Interdomain Multicast
This brings our historical discussion to the late 20th century. Interdomain multicast still
poses the following significant deployment challenges:
• Addressing
• Third-Party Dependency

Addressing
The first problem network architects and engineers must face when planning to deploy
interdomain multicast is to decide what kind of addressing to use. RFC 1112, "Host
Extensions for IP Multicasting," specifies the extensions that IANA has reserved for
multicast deployment specifically 224.0.0.0 to 239.255.255.255 Class D range of
addresses. The initial solution for determining which group address to use was to use
Session Description Protocol (SDP), as described in RFC 2327 and Session Announcement
Protocol (SAP), as described in RFC 2974. By listening to the announcements, a host could
assume any addresses not advertised as being used. However, this process was random and
not particularly scalable. It also relied on "polite behavior" (meaning there was no
enforcement) to prevent sources from broadcasting to the same group and disrupting
service. Network architects and engineers needed a solution that would provide a guaranteed
unique group address.
Introduced in October 1999, GLOP provided what was intended to be a temporary solution
to the need for a guaranteed unique group address. GLOP was initially an experimental RFC
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(RFC 2770), but it eventually evolved into a best current practice (RFC 3180). GLOP uses
the unique autonomous system (AS) number of the source domain to create globally unique
groups. It creates a unique number by using the prefix 233 and a 16-bit/2-byte AS number to
create the middle two octets as follows:
233.AS.AS.xxx.
The last octet is assignable by the AS owner as a unique group address. Because only a
maximum of 255 globally unique groups can be identified per AS, GLOP provides a
functional stop gap but not a scalable solution.
The following table provides a partial listing of the current groups IANA has allocated for
use, such as the link local range used by routing protocols; the highlighted entries are those
specific to interdomain multicast.

Table I-1. Class D Address Ranges Allocated by IANA

Range
224.0.0.0 224.0.0.255 (224.0.0/24)

Allocated Block
Local Network
Control Block
Internetwork
Control Block
AD-HOC Block
ST Multicast
Groups [RFC
1190]
SDP/SAP Block
Reserved [IANA]
DIS Transient
Groups [IANA]
Reserved [IANA]
SSM
GLOP Block
[RFC 3180]
Reserved [IANA]
Administratively
Scoped [IANA,
RFC 2365]

224.0.1.0 224.0.1.255 (224.0.1/24)
224.0.2.0 224.0.255.0
224.1.0.0 224.1.255.255 (224.1/16)

224.2.0.0 224.2.255.255 (224.2/16)
224.3.0.0 224.251.255.255
224.252.0.0 224.255.255.255
225.0.0.0 231.255.255.255
232.0.0.0 232.255.255.255 (232/8)
233.0.0.0 233.255.255.255 (233/8)
234.0.0.0 238.255.255.255
239.0.0.0 239.255.255.255 (239/8)
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Third-Party Dependency
The next problem with deploying interdomain multicast is third-party dependency. With PIM-SM, there can
only be one active RP per multicast group. If all domains are owned and operated by the same ISP, having one
RP could be a workable solution. If not, it becomes a question of who owns and operates the RP. Each ISP
ideally should have control over its own RP.
The first deployed solution addressing the problems associated with interdomain multicast was to create a new
protocol: Multicast Source Discovery Protocol (MSDP). MSDP enabled multiple RPs to exist in the same
multicast group by sharing knowledge of the active sources with other MSDP peers so that RPs could be
aware of all active sources. MSDP was meant to be a transitional solution until a global system could be
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created.
Then the idea was posed that a group could be rooted at a domain, instead of a router, if group allocation
could be coordinated within the Internet. Border Gateway Multicast Protocol (BGMP) was discussed as a
possible method to create these shared interdomain trees. BGMP would allow there to be a bi-directional tree
across the Internet so that multicast domains could communicate over the Internet. BGMP could act as an
exterior gateway protocol (EGP) and PIM-SM or another protocol could act as the IGMP in the intradomain
multicast network. Under this scenario, BGMP would choose a "domain" to be the root of a global tree. These
domains were also to run the protocol Multicast Address-Set Claim (MASC). MASC used the concept of
leasing group addresses and then reclaiming them after the expiration of the lease period. MASC offered
aggregation of group addresses because the allocation scheme was hierarchical, parent to child. A significant
obstacle to MASC was the issue of reclaiming group addresses. If a portion of the allocated group was in use
and the group had expired its lease time, applications were required to handle this change of address possibly
in mid-operation. Before a satisfactory solution could be worked out, Source Specific Multicast (SSM) was
developed. SSM offers a simpler solution.
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A Simpler Solution
internet Group Message Protocol Version 3(IGMPv3) enables receiving hosts to include or exclude specific
sources for the group being "joined to." This allows for the joining of an (S,G) channel rather than a (*,G)
group. The traffic for one (S,G) channel consists of IP datagrams with an IP unicast source address S and a
multicast group address G as the destination IP address. Because interdomain unicast addresses are unique,
even if the same G is used by more than one mulitcast source, there is no overlap in delivery. The channel
remains unique due to the inclusion of the unique S source address. There are no address conflicts and all trees
are optimally routed.
SSM requires the existence of sources to be communicated to receivers in and out of band method (for
example, through a web page), not through the multicast network itself as in regular PIM-SM through the RP
and shared tree. IANA has allocated the 232/8 range of addresses for sole use by SSM.
IGMPv3 has not yet been standardized, and it may take some time before its ubiquitous deployment occurs
and all applications are IGMPv3-capable. The large number of hosts with Internet access makes this a
formidable task. IGMP v3lite and URD are both interim solutions that mitigate this obstacle. Of these two,
URD is the easiest solution to implement as it requires no software updates on the IP host receiver.
SSM is being successfully used over the Internet today. For example, IGMPv3, IGMP v3lite, and URD were
all successfully demonstrated by Cisco at the LINX multicast conference in London in November 2000 using
content from the University of Oregon. As both MSDP and SSM are independent solutions and can be
deployed on their own, both the SSM model and the ISM model are expected to co-exist together in
interdomain multicast deployment for the foreseeable future. The solutions in this book, therefore,
demonstrate both MSDP and SSM utilizing URD.

Command Syntax Conventions
The conventions used to present command syntax in this book are the same conventions used in the Cisco IOS
Command Reference. The Command Reference describes these conventions as follows:
• Vertical bars (|) separate alternative, mutually exclusive elements.
• Square brackets [ ] indicate optional elements.
• Braces { } indicate a required choice.
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• Braces within brackets [{ }] indicate a required choice within an optional element.
• Boldface indicates commands and keywords that are entered literally as shown. In actual
configuration examples and output (not general command syntax), boldface indicates commands that
are manually input by the user (such as a show command).
• Italics indicate arguments for which you supply actual values.

Icons Used in This Book
Throughout the book, you will see the following icons used for networking devices:

Throughout the book, you will see the following icons used for peripherals and other devices:

Throughout the book, you will see the following icons used for networks and network connections:
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Chapter 1. IP Multicast Technology Overview
Traditional IP communication allows a host to send packets to a single host (unicast transmission) or to all
hosts (broadcast transmission). IP multicast provides a third possibility: it allows a host to send packets to a
subset of all hosts as a group transmission. This overview provides a brief summary of IP multicast to set the
stage for the solutions presented later in this book. This chapter discusses general topics such as multicast
group concept, IP multicast addresses, and Layer 2 multicast addresses. It reviews intradomain multicast
protocols, such as Internet Group Management Protocol (IGMP), Cisco Group Management Protocol
(CGMP), Protocol Independent Multicast (PIM), and Pragmatic General Multicast (PGM). This chapter also
covers interdomain protocols, such as Multiprotocol Border Gateway Protocol (MBGP), Multicast Source
Directory Protocol (MSDP), and Source Specific Multicast (SSM).
This chapter is intended as a general "refresher" on IP multicast, not a tutorial. You need to be familiar with
TCP/IP, Border Gateway Protocol (BGP), and networking in general. Please refer to Beau Williamson's book,
"Developing IP Multicast Networks, Volume 1" (Cisco Press, 1999) if you need more information about any
of the topics presented in this overview.
< Free Open Study >
< Free Open Study >

IP Multicast
IP multicast is a bandwidth-conserving technology that reduces traffic by simultaneously delivering a single
stream of information to potentially thousands of corporate recipients and homes. Applications that take
advantage of multicast include video conferencing, corporate communications, distance learning, and
distribution of software, stock quotes, and news.
IP multicast uses a minimum of network bandwidth and delivers application source traffic to multiple
receivers without burdening the source or the receivers. Cisco routers enabled with Protocol Independent
Multicast (PIM) and other supporting multicast protocols replicate multicast packets in the network at the
point where paths diverge, resulting in the most efficient delivery of data to multiple receivers.
Many alternatives to IP multicast require the source to send more than one copy of the data. Some, such as
application-level multicast, require the source to send an individual copy to each receiver. Even
low-bandwidth applications can benefit from using Cisco IP multicast when there are thousands of receivers.
High-bandwidth applications, such as MPEG video, might require a large portion of the available network
bandwidth for a single stream. In these applications, IP multicast is the only way to send to more than one
receiver simultaneously. Figure 1-1 shows how IP multicast is used to deliver data from one source to
manyinterested recipients.
Figure 1-1. Multicast Transmission to Many Receivers
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In the example shown in Figure 1-1, the receivers (the designated multicast group) are interested in receiving
a video data stream from the source. The receivers indicate their interest by sending an IGMP Host Report to
the routers in the network. The routers are responsible for delivering the data from the source to the receivers.
The routers use PIM to dynamically create a multicast distribution tree. The video data stream is delivered to
only the network segments that are in the path between the source and the receivers. This process is further
explained in the following sections.
< Free Open Study >
< Free Open Study >

Multicast Group Concept
Multicast is based on the concept of a group. A multicast group is a group of receivers that expresses an
interest in receiving a particular data stream. This group has no physical or geographical boundaries; the hosts
can be located anywhere on the Internet or on any private internetwork. Hosts that are interested in receiving
data that is flowing to a particular group must join the group using IGMP. (IGMP is discussed later in this
chapter.)
< Free Open Study >
< Free Open Study >

IP Multicast Addresses
IP multicast addresses specify a "set" of IP hosts that have joined a group and are
interested in receiving multicast traffic designated for that particular group. IPv4
multicast address conventions are described in the following sections.

IP Class D Addresses
The Internet Assigned Numbers Authority (IANA) controls the assignment of IP
multicast addresses. IANA has assigned the IPv4 Class D address space to IP multicast.
All IP multicast group addresses fall in the range from 224.0.0.0 through
239.255.255.255.

NOTE
The Class D address range is used only for the group address or destination address of
IP multicast traffic. The source address for multicast datagrams is always the unicast
18
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source address.

IP addresses reserved for IP multicast are defined in RFC 1112, "Host Extensions for
IP Multicasting." You can find more information about reserved IP multicast addresses
at the following location:
www.iana.org/assignments/multicast-addresses

NOTE
You can find all RFCs at www.isi.edu/in-notes/rfcxxx.txt, where xxx is the number of
the RFC. If you do not know the number of the RFC, you can find it by doing a topic
search at www.rfc-editor.org/rfcsearch.html.

Reserved Link Local Addresses

The IANA has reserved addresses in the range 224.0.0.0/24 to be used by network
protocols on a local network segment. Packets with link-local destination addresses are
typically sent with a time-to-live (TTL) of 1 and are not forwarded by a router.
Network protocols use these addresses for automatic router discovery and to
communicate important routing information. For example, Open Shortest Path First
(OSPF) uses the IP addresses 224.0.0.5 and 224.0.0.6 to exchange link-state
information. Table 1-1 lists some well-known link-local IP addresses.

Table 1-1. Examples of Link-Local Addresses

IP Address
224.0.0.1
224.0.0.2
224.0.0.5
224.0.0.6

224.0.0.12

Usage
All systems on this
subnet
All routers on this
subnet
OSPF routers
OSPF designated
routers
Dynamic Host
Configuration
Protocol (DHCP)
server/relay agent

Globally Scoped Addresses

Addresses in the range from 224.0.1.0 through 238.255.255.255 are called globally scoped addresses. These
addresses are used to multicast data between organizations and across the Internet.
Some of these addresses have been reserved for use by multicast applications through IANA. For example, IP
address 224.0.1.1 is reserved for Network Time Protocol (NTP).
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Source Specific Multicast (SSM) Addresses

Addresses in the 232.0.0.0/8 range are reserved for SSM. SSM is an extension of the PIM protocol that allows
for an efficient data delivery mechanism in one-to-many communications. SSM is described later in this
chapter.

GLOP Addresses

RFC 3180, "GLOP Addressing in 233/8," proposes that the 233.0.0.0/8 address range be reserved for
statically defined addresses by organizations that already have an autonomous system (AS) number reserved.
This practice is called GLOP addressing. The domain's AS number is embedded into the second and third
octets of the 233.0.0.0/8 address range. For example, AS 62010 is written in hexadecimal format as F23A.
Separating the two octets F2 and 3A results in 242 and 58 in decimal format. These values result in a subnet
of 233.242.58.0/24 that would be globally reserved for AS 62010.

Limited Scope Addresses

Addresses in the 239.0.0.0/8 range are called limited scope addresses or administratively scoped addresses.
These addresses are described in RFC 2365, "Administratively Scoped IP Multicast," to be constrained to a
local group or organization. Companies, universities, or other organizations can use limited scope addresses to
have local multicast applications that will not be forwarded outside their domain. Routers are typically
configured with filters to prevent multicast traffic in this address range from flowing outside of an AS or any
user-defined domain. Within an autonomous system or domain, the limited scope address range can be further
subdivided so that local multicast boundaries can be defined. This subdivision is called address scoping and
allows for address reuse between these smaller domains.
Table 1-2 gives a summary of the multicast address ranges discussed in this chapter:

Table 1-2. Multicast Address Range Assignments

DescriptionRangeReserved Link Local Addresses224.0.0.0/24Globally Scoped Addresses:224.0.1.0 to
238.255.255.255Source Specific Multicast232.0.0.0/8GLOP Addresses233.0.0.0/8Limited Scope
Addresses239.0.0.0/8
Layer 2 Multicast Addresses
Historically, network interface cards (NICs) on a LAN segment could receive only packets destined for their
burned-in MAC address or the broadcast MAC address. In IP multicast, several hosts need to be able to
receive a single data stream with a common destination MAC address. Some means had to be devised so that
multiple hosts could receive the same packet and still be able to differentiate between several multicast
groups.
One method to accomplish this is to map IP multicast Class D addresses directly to a MAC address. Today,
using this method, NICs can receive packets destined for many different MAC addresses their own unicast,
broadcast, and a range of multicast addresses.
The IEEE LAN specifications made provisions for the transmission of broadcast and multicast packets. In the
802.3 standard, bit 0 of the first octet indicates a broadcast or multicast frame. Figure 1-2 shows the location
of the broadcast or multicast bit in an Ethernet frame.
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